Appendix 3. Laboratory Games

This appendix is co-authored by the authors of The Moral Economy of Elections in Africa and Dominic Burbidge and Amma Panin, who worked as research assistants on the project and helped to design, implement and analyse the laboratory games.


1. Introduction

Our investigation into popular understandings of morality and virtue around elections meant that we were naturally interested in problematic – and in some cases illegal – behaviour such as “vote buying”. However, it would have been unethical to research this by testing the impact of handing out money to voters during real elections, both because we might have inadvertently influenced the outcome of the elections and because we might have strengthened problematic electoral practices. Instead, we therefore decided to play a “game” that was designed to simulate an electoral environment, in which individuals would need to decide – albeit in an artificial setting – whether or not to reward a candidate for paying a bribe, in a controlled setting that allowed for full debrief at the end of the game to explain its purpose and the official electoral rules. 

The central aim of the game was to provide another source of insight – along with the interviews and surveys – in to how individuals respond to official electoral rules and the possibility of breaking them. “Lab games” appeared to be a particularly interesting way to gain further information on this topic because, unlike surveys and interviews, they would be played with real money. This meant that, in contrast to our other research methods, participants would need to be willing to forgo financial benefits in order to punish a bribing politician or reward a non-bribing one – a tougher test than simply signalling virtue in a survey or interview (see Appendices 1 and 2). In this way, the lab games provided an important check on our other research methods, while also offering fresh insights.

We were also  attracted to the idea of including laboratory games in our repertoire of research methods because – to the best of our knowledge – this is the first time that researchers have sought to simulate and assess vote buying in the African context (see Section 2).

We played the laboratory games in all three countries: first in Kenya and then in Ghana and Uganda. The game in Kenya was designed and implemented by Cheeseman and Burbidge. The design of the game evolved between its implementation in Kenya and the other two countries in order to better approximate an election and to adjust the payoff structure in line with feedback from workshops and the results of the Kenyan experiment. The specific version of the lab game played in Ghana and Uganda was designed and implemented by Cheeseman and Panin, drawing on the foundations laid in Kenya. Journal articles co-authored by Burbidge, Cheeseman and Panin to explore the implementation and results of the lab games in greater depth are due to be submitted in 2021. Because we moved away from the original design of the game in Kenya, the only two cases that are directly comparable are Ghana and Uganda, and so it is the results from these games that we focus on here, and which are reported in Chapter Seven of Moral Economy of Elections (a summary of the game played in Kenya, and the key differences, is provided in Section 10). In all cases, the game was workshopped with research team members and university students from the countries concerned in order to identify problems and improve clarity.

In summary, the final version of the game worked as follows. The game involved three participants: two participants played the role of politicians – “Candidate A” and “Candidate B” – competing for the support of a third participant who played the role of the “Voter”. Candidate A – and only Candidate A – had the option of offering the Voter a gift of money– “something small” – in order to curry favour. Voters could then decide to cast their ballots – in the mocked up ballot box provided – for Candidate A or Candidate B. For their part, Candidate B could not do anything to persuade the Voter to support them, and simply had to wait for the game to play out. The structure of the game meant that “Voters” would make the most money if they were given a bribe but rejected Candidate A and supported Candidate B instead. Meanwhile, Candidate A would win the most money if they did not bribe but were voted for anyway – although this seemed unlikely, given that Voters would go home with less money if they chose this option.

Some readers may see a similarity between our set up and a one-shot “trust” game in which Player A sends money to Player B, and Player B then has to decide whether to reward Player A by returning a proportion of the funds – even though they are under no formal obligation to do so (Johnson and Mislin 2007; Burbidge and Cheeseman 2017). It is certainly true that Candidate A has to decide whether or not to send money on the basis of their beliefs about how the Voter will behave. It is also true that the Voter has ultimate power to determine the outcome of the game – because the game is played over one round and so Candidates cannot sanction Voters for the decisions that they make – and is, in this sense, a “dictator”. But in reality our game is very different. First, the Voter received an additional payment depending on which Candidate they decided to support, which means that the decision facing the Voter was profoundly different to a standard trust game.

Second, in our game the Voter makes a decision that shapes the allocations received by two other players – Candidate A and Candidate B – whereas there is only one other player to be considered by the second-mover in a regular trust game (i.e. the first-mover). By introducing a third player who is also impacted by the behaviour of the Voter, we raised the moral stakes of their decision.

Third, the way that the game was framed was also very different. All players were explicitly made aware that they were participating in a (mock) electoral context, and the transfer of money from Candidate A (if Candidate A does indeed decide to transfer money) was characterised as a bribe. As part of this framing, the decision of the Voter was explicitly depicted not as a financial transfer but as a “vote” for Candidate A, which would generate a payment for that Candidate because the vote would mean that they won the election. 

In other words, both the moral question facing the Voter was not whether to be generous or not, but whether to reward a bribe with a vote. 

As with all lab games, a key question is whether our game has real-world validity (Anderson and Bushman 1997; Gualla and Mittone 2005): i.e. did our set up sufficiently reflect the real-world scenario into which we are hoping to gain insights? In one rather simplistic sense, the answer is “yes”, because we went to considerable lengths to simulate an election scenario, including having “Voters” actually cast their “ballots” (for either Candidate A or Candidate B) in a ballot box. In a deeper sense, the answer is “no”, because although the Candidates in our game were real people, their identities and histories were not known to Voters as they would be in an election. As a result, the exchange of money for votes was more explicitly transactional than the relationship between many citizens and their MP.  

Moreover, whereas the real ballot box promises full anonymity, our participants were aware that research assistants would be recording their decisions in order to calculate payoffs, and we cannot rule out that this influenced their behaviour.[footnoteRef:1] We did, however, go as far as possible given the nature of the game to re-assure players that their decisions were private. Most significantly, participants were informed that their identities would be anonymised, with personal details kept separate to the data on in-game choices, such that the experiment was single-blind. To maintain the privacy of decision-making, payments were made in closed brown envelopes, so that those handing them out would not be able to tell whether a player had benefitted from the game or not. Nonetheless, it remains possible that some players felt that their behaviour was being observed by the researchers and that this would reflect back on them in some way, and that this impacted their decision making. [1:  It is also important to keep in mind that in our game Candidates cannot sanction Voters for failing to deliver votes. This is similar to many real world scenarios in which the secret ballot means that Candidates cannot be sure which Voters kept up their end of the “vote buying” bargain and which did not. However, it is important to keep in mind that where voters do not believe that their ballot is secret (Ferree and Long 2016), and where politicians may be able to inflict collective punishment on areas that disappoint them in terms of their overall vote tally, this condition may not hold – and as a result, those receiving bribes may feel there are negative consequences for not supplying the vote that has been “paid” for.] 


Given this risk, we are very careful about how we interpret the results of the lab games, and recognise that they are best understood to reflect how citizens are likely to react to more flagrant acts of vote buying in the public sphere. It is therefore important that they are not read uncritically as evidence of how citizens are likely to behave when engaging in private with political leaders whom they have known for a long time. Indeed, this distinction is central to the analysis provided in Chapter Seven, where the difference between these two types of relationship is shown to have a profound impact on citizens’ evaluations of the giving of money.

In each of the three countries we aimed for 120 participants– 360 in total – in order to allow us both to assess individual behaviour and to see whether changing the context in which ballots were cast would shape this behaviour. In particular, we wanted to look at whether Voters would make different decisions if they were reminded of the official rules of the game – which in all three countries explicitly prohibit voter bribery. Because we conducted the game over a number of sessions on the same day – in order to make the task of running the game manageable and to comply with room capacity requirements – we were able to test such an “intervention” by applying it to certain sessions and not to others. 

In order to prime voters to think of the electoral rules, we added an individual dressed to look like an election official (complete with smart clothes and a clipboard in the colours of the national electoral commission) to the room housing the “Voters” for one of the sessions in each country. All other aspects of the game were identical. Our expectation was that Voters who had to cast a ballot in full view of an “official” would be less likely to support a Candidate who had bribed them. This intervention built of existing research that has demonstrated that small environmental differences – such as having the U.S. flag in a room – can have a significant impact on how patriotic individuals feel (Kalmoe and Gross 2016). However, the behaviour of “Voters” casting ballots in a room with an election official present did not vary in a statistically significant way from those casting their ballots without an official in any one of the three countries, and so we focus our attention here on the overall outcomes of the games.

The lab game was followed by a short survey that asked a number of questions designed to reveal whether the participant had fully understood the game, why they had made the decisions that they did, how they understood the exchange of money around elections, as well as to provide basic demographic information. 


2. Laboratory games and elections in Africa

Previous experimental research has tended to focus on why voters choose certain political candidates over others. Landa and Duell (2015) separate the three factors of candidate competence, effort and whether the candidate counts as an insider or an outsider, and find that in an adverse-selection, principal-agent game, each of these factors have independent effects on the choices voters make over whether to re-elect their representatives.

The framing of voters as “principals” and representative as “agent” meets well with the accountability dilemma in liberal democracies: that voting for a candidate is a fixed event held at the start of the period of office, with little room to influence the representative after the vote has occurred, except at the next election. This in-built blurriness to the accountability mechanism has led to interesting discussion about the varied ways in which voters and politicians use, or alternatively seek to close, the space made available (Kramon 2011; Johnston 2013; Philp 2001). 

Reducing democratic accountability to a principal-agent problem between representative and voter is, however, a simplification. An additional item not included in the model is the role played by bribes along the campaign trail, which give immediate benefit to individual voters. In this way, the practice of vote-buying removes the principal-agent problem for the individual voter because that candidate has directly paid the voter for their choice. It is well known, therefore, that vote-buying short circuits the normal decision-making voters engage in when evaluating candidates – though as Chapter Seven demonstrates, in reality “vote buying” is far more complicated, and far harder to do well, than is commonly thought.

When “vote-buying” does occur, the puzzle is instead whether and why voters feel obliged to vote for the candidate that gave the money (Kramon 2011). If the election involves secret balloting, as is normally the case, voters can take the money offered by the politician but still “vote their conscience”. Considerable academic discussion has therefore focussed on the issue of what social norms notions of debt and leadership obligations are at play among communities and their representatives (Lynch 2011, 90; Johnston 2013). Others have pointed out that neither the salience of ethnicity nor the prevalence of handouts prevents at least some candidates from evaluating representatives on the basis of their merits and policy goals (Bratton & Kimenyi 2008; Burbidge 2014; Cheeseman 2015).

However, while there is therefore general understanding that vote-buying has a significant impact on the electoral process in sub-Saharan Africa, to our knowledge no experimental games have been conducted to measure its relevance that have sought to simulate an electoral environment in the manner set out below. 


3. Participant recruitment

Many laboratory games are played with small numbers of university students in capital cities, largely because this is a relatively easy audience to access. For our study, it was essential to capture not just the behavioural responses of a small educated elite, but rather a cross-section of the electorate. We therefore played the games in our case study locations, and used a quasi-random selection process to recruit participants.

In each country the game was played in a relatively urban area in order to hold this constant: Kikuyu in Kenya,[footnoteRef:2] Kumasi in Ghana, and Mukono in Uganda. Participants were selected in a quasi-random fashion by positioning recruiters in areas of different socio-economic status near the location in which laboratory games would be played. Recruiters then approached every fifth person who walked past with an invitation to attend. The invitation informed the recipient that they had been invited to participate in a research study, provided the time and location of the lab games, and stated that they would receive expenses to cover their travel.  [2:  Note that “Kikuyu” is the name of a constituency as well an ethnic group – the game was located in Kikuyu constituency, and participants were drawn from a number of ethnic groups.] 


We deliberately avoided giving specific information about the games, and mentioning that they would be played for real money, to a) prevent rumours from circulating about the nature of the game, b) make sure that potential participants did not confer ahead of the game in order to guarantee certain outcomes, and c) ensure that the games could be administered safely.

Games were played in well-known public locations such as schools, both because they had the capacity required and because this made it easier for participants to access them. In each country our aim was to recruit around 120 people – full details are provided below under Descriptive Statistics. Knowing that a significant proportion of those we invited to participate would not be able to attend, or not want to, we deliberately over recruited. As only some of those who were approached attended, the sample is skewed towards lower income groups, who were more willing to give up their spare time (see Descriptive Statistics below for more details).




4. Payments

In each country the payment schedule was calibrated so that the maximum pay out was roughly US $8, and the range of pay outs was therefore US $0 - $8. This represented a considerable amount of money in countries in which around a third of the population lives on less than US $2 a day, and the median wage is around US $800 a month. It was therefore deemed to be a sufficient incentive to ensure that participants would be invested in the game and would think seriously about their decisions. 

All participants were also given around US $2.5 to cover their expenses and travel to the venue. Drinks (a soda) were also provided to individuals during parts of the process during which they had to wait while outcomes and payments were being coordinated.


5. Game management

The game was managed by a five person team. In Ghana and Uganda, Cheeseman and Panin led a team recruited from nearby universities, who were trained in advance. On the day of the lab game, Panin ensured that the game was smoothly coordinated, while the locally recruited individuals operated as “room coordinators”, reading out instructions and overseeing the process. 

In order to ensure consistency in interpretation and practice, the same room coordinators were retained for all sessions of the game, and read the instructions out to aid any individuals who might have had difficulty reading them. Participants were also provided with easy to understand breakdowns of the possible outcome of the games, and were asked a series of short questions to make sure that they understood how the game worked.

As soon as sufficient numbers of players had arrived to play a round of the game, participants were randomly divided into three equal groups (Candidate As, Candidate Bs and Voters), and thereafter kept apart until they were sat in their respective rooms. At the end of the game, participants who had just completed the exercise were kept apart from those who were coming to participate in a later session, and asked not to discuss how the game worked with anyone until the next day.

Cheeseman was present to assist in the disbursement of payments, but remained in a back room and was not visible to the participants. This was a deliberate decision, as recent research has demonstrated that the presence of a “white-man” can impact the behaviour of participants in experiments (Cilliers et al 2015). In particular, having a clearly “foreign” researcher in the room has been shown to lead to more generous behaviour, either because participants wish to provide what their perceive to be the “right answer”, or because they do not want to embarrass their country/people/community/themselves in the eyes of outsiders.

It is important to note, however, that while Cheeseman was not visible to participants, the consent process – with all those who turned up on the day informed about the nature of the study and asked to provide formal written consent – made it clear that the research was an academic research study conducted by an international team. It is therefore possible that this knowledge shaped how individuals responded to an extent, as discussed in greater depth in Appendix 4. Given that informed consent was an ethical requirement to play the game, there was nothing that we could do to prevent this. We were therefore doubly careful in interpreting the outcomes of the game, in-line with the approach set out in the Introduction.


6. Game protocol

The figures below are taken from the instructions used in Ghana, because the payments in GHS Cedis were particularly straight forward. At the time of the game, 1 USD = approx. 3.8 GHS Cedis.

Our one-round laboratory game paired a “Voter” with two “Candidates” for political office: Candidate A and Candidate B. Participants were not told the identity of those they were paired with, only that they were present and playing the game in another room. The Candidates were told that their aim was to secure the “vote” of the Voter, which added 25 GHS to their pay out. 

At the start of the game, Candidate A was given 1 GHS, while Candidate B and the Voter began the game with nothing. The Candidates were told that they would receive nothing from the Voter if they did not secure their vote, so that the minimum payoff for both Candidates was 0 GHS.[footnoteRef:3] [3:  Though note that the minimum payoff for Candidate A was 1GHS if they made the decision not to bribe, as they would leave with the money that they started the game with.] 


Candidate A – and only Candidate A – had the opportunity to send “something small” to the Voter in order to secure their ballot, by transferring the 1 GHS to them. This term is widely understood in all three countries to refer to a financial inducement to vote for a candidate in the context of an election (Voters have been recorded asking candidates for “something small” but would rarely use the term “bribe”, and the same is true of candidates offering an inducement – see Chapter Seven for more details). Candidate A only had the option of sending the whole amount or nothing – increments were not allowed.

Candidate A was told that if they did decide to send “something small”, the size of the bribe would be increased so that the Voter received 5 GHS rather than just the 1 GHS that the Candidate had sent. We made the decision to increase the amount transferred from 1 GHS to 5 GHS following early workshopping and the results of the Kenyan experiment (see Section 10 below), which suggested that considerable levels of poverty meant that many players would be risk averse where money is concerned, and that if we gave Candidate As $5 to start with, a very high proportion would simply decide to keep the money rather than risk leaving with nothing. By contrast, 1 GHS was felt to be a small enough amount that participants would be willing to consider losing it by offering it as something small to the Voter. It was critical to the game to have a significant number of Candidate As sending something small, as otherwise it would not have been possible for us to assess how Voters responded to the offer of a bribe. More theoretically, we concluded that this formulation was justified as it better reflects the relatively low cost of an individual bribe to a politician in the real-world, which is usually a fraction of their actual wealth.

The role of the Voter was to choose whether to cast a ballot for Candidate A or Candidate B (there was no option to vote for “none of the above” or spoil the ballot), once they had been informed of the decision of Candidate A as to whether to send them something small or not. Voters were told that – in addition to the something small they might be sent – they would receive 10 GHS if they voted for Candidate A, and 15 GHS if they voted for Candidate B. As in the real world, the Voter also retained the “something small” in all cases.

This meant that the Voter stood to lose financially by voting for Candidate A, as they would maximise their return by backing Candidate B. Again, we designed the payoffs in this way in response to the early workshopping of the game, and conversations with researchers from each country, which suggested that the most significant challenge might be that Candidate As might not be willing to offer “something small”. On this basis, it seemed clear that in order to encourage a reasonable number of Candidate As to send something small, it would be necessary to ensure that Candidate As had reason to believe that they would not secure the backing of the Voter in the absence of a bribe. This is also a better approximation of the situation in an actual election when, as discussed in Chapter Seven, candidates who are not seen to be sufficiently generous may be punished at the ballot box.

Candidate B could not offer “something small” and so simply had to wait for the decisions of Candidate A and the Voter to play out. The importance of Candidate B was therefore twofold. First, including a third player in the game had important implications for our interpretation of the outcomes of the game. In the absence of Candidate B, it could be that the decision of the Voter to support Candidate A is simply motivated by generosity – believing that bribery is wrong but also that it is important to be “kind” to others. The decision to support Candidate A could also be motivated by Voters simply being bored and wanting to play a role in the game, in which case voting for the Candidate may seem to be to be a more exciting option than not doing so. The presence of Candidate B rules out both of these interpretations. On the one hand, whatever the Voter decides to do another player receives a substantial payoff, and so pure generosity cannot be the driving force of their decision. As a result, there is no reason to believe that the Voter will back Candidate A on the basis of generosity. On the other hand, whichever decision the Voter makes they are making an active decision to back one Candidate or another, and so wishing to play a bigger role in the game cannot account for their behaviour.

The inclusion of Candidate B was also important because it allows us to see when Voters are willing to give up both personal and social payoffs to punish or reward bribery. In the absence of Candidate B, we would only be able to assess whether the Voter is willing to give up their own personal payoff, as voting for Candidate A would not negatively impact any other player or group (this was the case in the first iteration of the game that we played in Kenya – see Section 10 below). By adding Candidate B, we move much closer to a real-world scenario in which supporting a Candidate in return for “something small” has consequences for people other than the Voter and the bribe-paying Candidate. 


On this basis, the best pay outs for each type of participant was as follows:

· Candidate A. Does not send “something small” to the Voter, but receives the vote of the Voter anyway. Pay out: 26 GHS.
· Candidate B. The Voter votes for Candidate B. Pay out: 25 GHS.
· Voter. Receives “something small”, but votes for Candidate B. Pay out: 20 GHS

More specifically, the game admits of four possible scenarios.

1. Candidate A bribes and wins the election
Step 1. Candidate A sends the Voter something small.
Step 2. The Voter votes for Candidate A. 
Outcomes
Candidate A wins 25 GHS.
Candidate B wins 0 GHS.
The Voter receives 15 GHS.

2. Candidate A bribes but loses the election.
Step 1. Candidate A sends the Voter something small.
Step 2. The Voter votes for Candidate B. 
Outcomes
Candidate A wins 0 GHS.
Candidate B wins 25 GHS.
The Voter receives 20 GHS.

3. Candidate A does not bribe but wins the election.
Step 1. Candidate A does not send the Voter something small.
Step 2. The Voter votes for Candidate A. 
Outcomes
Candidate A wins 26 GHS.
Candidate B wins 0 GHS.
The Voter receives 10 GHS.

4. Candidate A does not bribe and loses the election.
Step 1. Candidate A does not send the Voter something small.
Step 2. The Voter votes for Candidate B. 
Outcomes
Candidate A wins 1 GHS.
Candidate B wins 25 GHS.
The Voter receives 15 GHS.

The full set of instructions for each of the three types of player are available from the authors on request.





7. Expectations and a priori interpretation of outcomes

The game is designed in such a way that the Voter will be worse off choosing Candidate A whatever happens. Utility-maximising play focussed on securing the highest possible monetary return therefore suggests that the voter should always choose Candidate B. In turn, backward induction dictates that because the bribe has no enforcement mechanism on the voter, the candidate should keep their initial endowment rather than issue it as a bribe. On the basis of this assumption we would therefore expect that Candidate A would offer no bribe and the Voter would vote for Candidate B, such that the expected payoff is as follows:

· Candidate A: 1 GHS
· Candidate B: 25 GHS
· Voter: 15 GHS

On this understanding, bribing would indicate a belief on the part of the candidate that offering “something small” makes the voter feel obligated to vote for them, even though it is not in the voter’s self-interest. This is because the best case scenario for the Voter is to receive the bribe but then to not vote for the Candidate A. As a result, Candidate As would need to believe that Voters would operate on the basis of a different logic than maximising their financial pay off in order for it to make sense to offer a bribe.

In turn, this implies that if the Voter casts their ballot for Candidate A after receiving “something small” it is a good indication that they recognise that the bribe has some sort of moral power, or places them in some kind of patron-client relationship with Candidate A. By contrast, if the Voter decides not to back Candidate A having received a bribe this indicates indifference, and potentially hostility, towards an attempt to influence their choice illegitimately. 

In the scenario where the Voter does not receive a bribe, they can reward the candidate for being morally upright by voting for them, which would materially be the costliest option for the voter but the highest payoff to the candidate. In that case, the candidate both wins the election and keeps the money that would otherwise have been used for bribing. This is the least equivocal way that Voters can signal their support for the formal electoral rules – though the sub-optimal payoff suggested that Voters who were motivated by the size of the financial return would not make this choice.


8. Descriptive statistics

Table 1 presents summary statistics of the experiment populations in Ghana and Uganda. The table presents mean values of the variables for the diﬀerent populations as well as p-values of a t-test testing the null hypothesis that these means do not diﬀer signiﬁcantly between the two countries. The ﬁnal columns of the table present the mean and standard deviation from the pooled populations.

Focusing ﬁrst on individual demographics, we ﬁnd no statistical diﬀerence in gender although both countries had a slightly higher proportion of men than women (proportion of men in pooled sample = 53%). The Ghanaian population was slightly younger than in Uganda (28 years in Ghana, 30 years in Uganda, p-value = 0.08) and signiﬁcantly more Ghanaians had at least a secondary school education (23% in Ghana, 15% in Uganda, p-value = 0.01). There were also more Ghanaians belonging to the majority ethnic group, deﬁned as Akan (including all subcategories) in Ghana and Muganda in Uganda.

Asset ownership was not statistically diﬀerent across most categories with two exceptions: perhaps surprisingly mobile phones (88% own a mobile phones in Uganda, 77% in Ghana, p-value <0.005), and unsurprisingly, given the weather in the respective locations, fans (25% of Ugandans own a fan, 65% of Ghanaians, p-value <0.005). In all categories of deprivation (food, water, medicine, school fees, and fuel), Ghanaians were more likely to state that their household had never gone without the item. These diﬀerences are signiﬁcant both statistically and in the ratios of respondents – on average across categories, Ugandans in our sample are roughly twice as likely to have gone without one of the items at least once in the past year compared to Ghanaians in our sample.

Table 1. Descriptive Statistics
	Variable
	Uganda
	Ghana
	p.value
	   Pooled mean 
	  Pooled s.d. 

	Age
	30.50
	28.94
	0.08
	29.73
	12.19

	Male
	0.55
	0.52
	0.46
	0.53
	0.50

	At least secondary school 
	0.15
	0.23
	0.01
	0.19
	0.39

	Majority ethnic group
	0.63
	0.76
	0.00
	0.69
	0.46

	Owns radio
	0.75
	0.72
	0.52
	0.74
	0.44

	Owns generator
	0.08
	0.06
	0.57
	0.07
	0.41

	Owns mobile phone
	0.88
	0.77
	0.00
	0.82
	0.49

	Owns fan
	0.25
	0.65
	0.00
	0.45
	0.59

	Owns bicycle
	0.30
	0.25
	0.21
	0.27
	0.55

	Owns motorbike
	0.18
	0.12
	0.09
	0.15
	0.48

	Owns car
	0.18
	0.14
	0.19
	0.16
	0.51

	Gone without food
	0.21
	0.56
	0.00
	0.38
	0.49

	Gone without water
	0.38
	0.57
	0.00
	0.47
	0.50

	Gone without medicine
	0.22
	0.46
	0.00
	0.34
	0.47

	Unable to pay school fees
	0.13
	0.37
	0.00
	0.25
	0.43

	Gone without fuel
	0.22
	0.52
	0.00
	0.37
	0.48

	Thinks democracy best
	0.84
	0.85
	0.76
	0.84
	0.37

	Voted for incumbent
	0.27
	0.73
	0.00
	0.50
	0.50

	Believes elections fair 
	0.23
	0.91
	0.00
	0.57
	0.50

	Will vote in next election
	0.68
	0.96
	0.00
	0.81
	0.39



While approximately 85% of participants in both countries agreed with the statement that “democracy is preferable to any other kind of government”, other variables of political behaviour show interesting diﬀerences which are all statistically signiﬁcant with p-values <0.005. Most notably, 27% of the Ugandan sample would vote for the incumbent party tomorrow while this ﬁgure is 73% for the Ghanaians (with NRM and NPP deﬁned as the respective incumbent parties – note the Ghana lab game, in contrast to most of the interviews, was conducted after the December 2016 elections that saw a transfer of power to the NPP). Similarly, 27% of Ugandans thought the last elections were fair compared to 73% of Ghanaians. No doubt partly as a result, only 68% of Ugandans said they would vote in the next elections, compared to 96% of Ghanaians. 

These variations reflect greater popular scepticism with regards to elections in Uganda in general, but are also driven by the specific locations in which the lab games were conducted. Our lab game in Uganda was played in an urban area that, like many urban areas in Africa, typically votes for the opposition. In Ghana, Kumasi is in the heartlands of the NPP, and so following the election of 2016 the area was affiliated with the government, which helps to explain the high levels of confidence about whether or not the last elections were free and fair.
 

9. Results

Tables 2 and 3 present raw results of the experiment, summarising the number of Candidates As that bribed and the distributions of votes for Candidate A. Table 2 shows an overall bribing rate of roughly 40%. This ﬁgure was slightly higher in Uganda than in Ghana but the diﬀerence is not statistically signiﬁcant. As noted in Section 7, given that the Voter had no financial incentive to vote for Candidate A, this suggests that a significant proportion of Candidate As believed that the transfer of “something small” would resonate with Voters and place them under some form of obligation – otherwise the rational thing to do would have been to keep the money to avoid leaving with nothing. 

Table 3 presents results for Voters broken down into the two categories: Voters who were bribed, and Voters who were not. 27% of “bribed” Voters in Uganda voted for candidate A. This ﬁgure was 16% in Ghana. The diﬀerence of 0.11 percentage points in votes between the two countries is not statistically signiﬁcant. Pooling the data from the two countries, we find that overall, 22% of all Voters who were bribed went on to vote for candidate A. By contrast, amongst Voters who were not bribed, 37% in Uganda and 33% in Ghana voted for candidate A. Again, the diﬀerence in proportions between Ghana and Uganda is not signiﬁcant. 35% of the pooled population of Voters who were not bribed voted for candidate A. 

Taken together, these findings are striking, because they mean that in both countries a larger proportion of Voters who were not bribed voted for candidate A as compared to Voters who were bribed. While this diﬀerence is not signiﬁcant in Uganda (p-value = 0.23), it is signiﬁcant in Ghana (p-value = 0.03), and is signiﬁcant in the pooled sample (p-value = 0.02).

As noted above, interpreting these results is not straightforward, but the data appear to tell us at least two clear stories. First, a significant number of Voters – 22% in total – voted for Candidate A even though doing so meant that they would lose out financially as compared to voting for Candidate B. This suggests that even in a mocked up electoral scenario in which respondents were aware a research study was being conducted, a sizeable proportion of individuals felt compelled to uphold the “patron-client” relationship. In terms of the conceptual framework developed in the Moral Economy of Elections in Africa, this provides support for the strength of the patrimonial register of virtue.

Second, the fact that a greater proportion of those Voters who were not bribed supported Candidate A than those who were bribed suggests that many Voters decided to reward Candidate As for not bribing, actively deciding to receive less money in order to reward Candidate A for playing by the “rules of the democratic game”. In terms of our conceptual framework, this provides support for the strength of the civic register of virtue. This interpretation is further supported by the fact that in a small number of cases in all three countries, individuals who had received money that they felt had been tainted by the involvement of bribery actually left their winnings on the table that they had been sitting at and refused to take it home. One or two of these individuals publicly announced their decisions in loud voices, and could therefore be seen to have been hoping to gain from their actions by advertising their moral purity within their community. However, others did not, instead leaving the money in the envelope it which it had been delivered, so that it was not possible to see (without looking in the envelope) whether it had been taken or not. These individuals simply forfeited the funds that they had earned through the game without gaining from this action in any way. The pull of the civic register of virtue, it seems, runs deep.

Table 2. Results for Candidate A - Proportion of candidates bribing
	
	Uganda
	Ghana
	Difference in bribe rate
	Total

	Proportion who bribed
	0.42
	0.37
	0.05, (0.48)
	 0.39

	Total number of Candidate As
	125
	121
	-
	 246



Table 3: Results for Voters – Proportion of Voters voting for Candidate A
	
	Uganda
	Ghana
	Difference
	 Pooled   
 total

	Number of Voters bribed
	52
	45
	
	 97

	Proportion who then voted for A
	0.27
	0.16
	0.11, (0.17)
	 0.22

	Number of Voters not bribed
	73
	76
	
	 149

	Proportion who then voted for A
	0.37
	0.33
	0.04, (0.6)
	 0.35

	Difference in proportions
	-0.1, (0.23)
	-0.17, (0.03)
	
	 -0.13,  (0.02)

	Total number of Voters
	125
	121
	 246

	Proportion who voted for A
	0.34
	0.22
	 0.30



Table 4 also presents a regression of the decision of Candidate As to bribe on a set of variables describing individual demographic characteristics and political behaviour. The regression model allows us to explore correlations between decisions in the lab games and these individual characteristics. The coefficients reported in the table tell us the average effect of a change in each characteristic when the levels of the others are held constant. By estimating these effects with a multiple linear regression, we can see both the magnitudes of the correlations, and their statistical significance.

As Chapter Seven sets out in greater detail, it is generally thought that factors such as poverty, religious beliefs, education, political partisanship, and ethnic identity, may shape an individual’s decision to be willing to pay or receive a bribe. Levels of social trust and whether or not an individual likes to take risks have also been shown to influence participant behaviour in trust games in which money is exchanged. 

As already noted, the majority ethnic groups were coded as Akan for Ghana and Muganda in Uganda, and the “incumbent” party was coded as “NPP” for Ghana and “NRM” for Uganda. The categories for responses to the survey questions used to generate the controls were as follows, with the bolded option indicating how the variable was coded for the regression:

· How many times in the last year have you gone without food: “never”, “just once or twice”, “several times”, “many times” and “always”.
· Some people like to take risks in life, while others always like to play it safe. Which of these descriptions most closely matches your personality?: “A) I mostly like to take risks”, B) “Sometimes I like to take risks but sometimes I like to play it safe”, “C) I mostly like to play it safe”.
· Some people say that it is dangerous to trust other Kenyans/Ghanaians/Ugandans that you do not already know personally. To what extent do you agree with this statement?: “A) strongly agree”, “B Agree”, “C) Neither Agree Nor Disagree”, “D) Disagree”, “E) Strongly Disagree”. 

As Table 4 reveals, education and stated willingness to vote for the incumbent party were the only variables correlated with the decision to bribe. More educated participants bribed less, as did people who said they would vote for the incumbent party. This finding on education fits with broader hypotheses about the role of education in instilling democratic norms and values, as discussed in Chapter Seven. The finding that individuals who support the incumbent were less likely to offer a bribe is harder to interpret, but could reflect the fact that corruption had been a major feature of the 2016 election campaign in Ghana, when the NPP – at that stage in opposition – made considerable capital out of allegations that members of the NDC government had solicited bribes. By the time we played the lab game, the NPP had won the election and so was now the “incumbent”, but its supporters may have retained the anti-corruption sentiment of the campaign. 

Table 5 shifts our focus to the decision of Voters to vote for Candidate A. Model 1 features the same set of individual controls presented in Table 4. Again, voting for the incumbent party is a statistically significant correlate of voting behaviour, with players who would vote for the incumbent party more likely to vote for Candidate A. Model 2 adds a control for whether or not the Voter received a bribe (no bribe = 0, bribe = 1). Reﬂecting the finding already discussed in the analysis of the raw data above, those who did not receive a bribe were more likely to vote for Candidate A, with the coefficient negative and statistically signiﬁcant. Model 3 then adds an interaction term between being bribed and expressing a willingness to vote for the incumbent party – the two significant variables from Model 2. This interaction is not signiﬁcant.



Table 4. Regression Analysis, Decision of Candidate As to Bribe (Pooled data)             
	
	Dependent variable:
Candidate Bribed

	Age
	−0.003 (0.003)

	Female
	−0.056 (0.064)

	Muslim
	0.012 (0.105)

	At least secondary school
	−0.140* (0.079)

	Never gone without food
	−0.061 (0.075)

	Takes risks
	−0.047 (0.068)

	Belongs to majority ethnicity
	0.003 (0.068)

	Will vote for incumbent
	−0.137* (0.073)

	Trusts countrymen
	−0.030 (0.066)

	Uganda
	−0.040 (0.080)

	Constant
	0.687*** (−0.126)

	Observations
	245

	R2
	0.043

	Adjusted R2
	0.002

	Residual Std. Error
	0.489 (df = 234)

	F Statistic
	1.060 (df=10; 234)

	Note: * p<0.1; ** p<0.05; *** p<0.01.



Perhaps the most significant outcome of the regression analysis is therefore the lack of relevance of a number of factors that might have been expected to shape Voter choice. Neither religious identity, risk taking, poverty/wealth or trust shaped the decision of Voters. Moreover, in contrast to the decision of Candidates, education does not appear to have played a role in the decisions of Voters. It is important to be cautious when interpreting this finding – as noted above, the game that we played approximated an electoral environment as far as possible under laboratory conditions, but players were still well aware that it was not a “real” election. This caveat notwithstanding, however, the absence of meaningful variation on any of these criteria appears to lend support to the idea that there are fairly well understood registers of virtue, and that support for these does not simply depend on an individual’s socio-economic status. As we also found with the nationally representative surveys (Appendix 2 and Chapter Seven), factors such as wealth and education do not straightforwardly map onto a willingness to engage in problematic electoral behaviour, especially when it comes to the transfer of money in ways that highlight the fact a bribe is being given.

Table 6 presents the results of the “treatment”, which involved placing an “election official” in the room with the Voters in in approximately one-third of the sessions played in each country (as noted above, the game was usually played over three sessions in order to be able to process the number of participants). As noted in the Introduction, these results suggest that there was no treatment eﬀect from placing an “election official” in the room. Model 1 demonstrates that the presence of the “official” had no eﬀect on Voters decisions to vote for Candidate A. Model 2 interacts the “election official” treatment with the dummy for Uganda as the treatment was more cleanly implemented in Uganda; however, there was still no eﬀect. Finally, in Model 3 the “election official” treatment is interacted with the decision of Candidate As to pay a bribe, and there is again no eﬀect of the treatment. One reason that this intervention did not have a significant effect on the decisions of Voters may be that Voters in each session were already more likely to support Candidate A for not paying a bribe than for paying one, and so the addition of an “official” had little impact. 

Table 5. Regression Analysis, Decision of Voters to Support Candidate A
	
	
	Dependent variable:
	

	
	             Voter voted for Candidate A

	
	Model 1
	Model 2
	Model 3

	Age
	−0.002, (0.003)
	−0.003, (0.003)
	−0.003, (0.003)

	Gender
	−0.028, (0.061)
	−0.035, (0.061)
	−0.038, (0.061)

	Muslim
	0.170, (0.107)
	0.155, (0.106)
	0.154, (0.106)

	At least secondary school
	−0.002, (0.081)
	−0.001, (0.080)
	0.003, (0.080)

	Never gone without food
	−0.038, (0.073)
	−0.036, (0.073)
	−0.031, (0.073)

	Takes risks
	0.101, (0.074)
	0.115, (0.074)
	0.119, (0.074)

	Belongs to majority ethnicity
	−0.019, (0.066)
	−0.018, (0.065)
	−0.019, (0.065)

	Trusts countrymen
	0.063, (0.066)
	0.057, (0.066)
	0.055, (0.066)

	Uganda
	0.102, (0.081)
	0.117, (0.081)
	0.122, (0.081)

	Will vote for incumbent
	0.135∗ , (0.071)
	0.142∗∗, (0.071)
	0.182∗∗, (0.088)

	Candidate bribed
	
	−0.139∗∗ , (0.062)
	−0.100, (0.081)

	Candidate bribed X vote incumbent
	
	
	−0.094 (0.126)

	Constant
	0.237∗∗ (0.113)
	0.292∗∗ (0.114)
	0.278∗∗, (0.116)

	Observations
	231
	231
	231

	
R2
	0.045
	0.066
	0.069

	
Adjusted R2
	0.001
	0.020
	0.018

	
Residual Std. Error
	0.458 (df=220)
	0.454 (df=219)
	0.455 (df=218)

	
F Statistic
	1.031 (df=10; 220)
	1.417 (df = 11; 219)
	1.344 (df=12; 218)


Note: * p<0.1; ** p<0.05; *** p<0.01.





Table 6. Regression Analysis, Impact of “Election Observer” on Decision of Voters to Support Candidate A
	
	
	Dependent variable:
	

	
	Voter voted for Candidate A

	
	Model 1
	Model 2
	Model 3

	Official
	−0.056, (0.058)
	−0.048, (0.084)
	−0.015, (0.074)

	Uganda
	
	0.056, (0.081)
	

	Official X Uganda
	
	0.002 (0.118)
	

	Candidate Was Bribed
	
	
	−0.074 (0.080)

	Official X Candidate Bribed
	
	
	−0.160 (0.120)

	Constant
	0.323∗∗∗, (0.040)
	0.291∗∗∗, (0.062)
	0.357∗∗∗, (0.054)

	Observations
	246
	246
	246

	R2
	0.004
	0.007
	0.034

	Adjusted R2
	-0.0004
	-0.005
	0.022

	Residual Std. Error
	0.458 (df=244)
	0.459 (df=242)
	0.453 (df=242)

	F Statistic
	0.912 (df = 1; 244)
	0.608 (df = 3; 242)
	2/835** (df=3; 242)

	Note: * p<0.1; ** p<0.05; *** p<0.01.




10. The First Iteration of the Lab Game in Kenya, and Differences to Ghana and Uganda

The first iteration of the laboratory game was designed and implemented by Burbidge and Cheeseman in Kenya. It had two main differences to the game played above. First, it involved only one Candidate - i.e. there was no “Candidate B”, and the game was only played by two players. Second, Candidate A was given a larger amount of money to start with, and the payment from Candidate A was not increased before it was received by the Voter, meaning that Candidate A had to take on the risk of losing a greater amount of money in order to send “something small”. 

As already previewed above, we made changes to these two conditions for the following reasons. First, the proportion of Candidate As sending a bribe in Kenya was fairly low, and we worried that in countries where other data sources suggest “vote buying” is less prevalent (see Chapter Seven), this figure would be considerably reduced, preventing us from being able to assess how Voters responded to a bribe. Second, upon reflecting on the outcome of the first game we were concerned that it did not approximate an election closely enough because there was no loser. As a result, the Voter simply had to decide whether to reward Candidate A for sending “something small” – they did not have to reckon with the fact that doing so would mean disadvantaging another Candidate who had not offered them a bribe. It was for this reason that we added “Candidate B” to the games in Ghana and Uganda. With this change, Voters had to consider a more realistic moral dilemma.

The game in Kenya was played as follows (payoffs are given in KES – at the time of research $1 = 100 Kenyan Shillings (KES)): The game was set up as a two-player one-round game, with two stages. One player acted as a political Candidate in an election and the other acted as the Voter. The first stage saw the candidate receive an endowment of 400 KES. The candidate could then choose whether to send this 400 KES to the voter as a bribe or to keep it. In the second stage the Voter was informed about whether they received a bribe or not from the Candidate. The Voter then wrote down on a ballot paper whether they are going to vote for the Candidate, and placed this vote in the ballot box. If the Candidate secured the vote, he or she “won” the election and received 1200 KES. The Voter received 500 KES if the candidate was chosen, and 700 KES if the candidate was not chosen. The higher amount the Voter received if they did not support the Candidate was intended to both provide Candidates with an incentive to offer a bribe, and to reflect the fact that “vote buying” Candidates are often not really to the benefit of voters. Because in the second stage of the game there are no additional repercussions to the voter for their choice apart from the payoff attached to whether the candidate was chosen or not, the voter acts as “dictator” in choosing the outcome of the game. 

The payoff utilities of each player can be described as:

uc = 400 - b + rc
uv = b + rv + s

where c is candidate and v voter. In terms of calculating the payoff outcomes, b is bribe sent; r the payoff if the candidate is chosen; and s the payoff to the voter if the candidate is not chosen. If the candidate decides to bribe, b = 400; otherwise, b = 0. As discussed above, the payoff to c of winning the election means rc = 1200. For the voter, the candidate winning the election generates rv = 500. In the case of the candidate not being chosen by the voter and therefore not winning the election, rc = 0; rv = 0. Instead, s = 700, which is the payoff to the voter for not choosing the candidate.

As with the games in Ghana and Uganda, the Kenyan experiment involved an “election official” who was present in the room that housed the Voters for one of the two sessions of the game.

The results of the Kenyan game differ from those in Ghana and Uganda, but as the design of the game also differed it is not possible to know for sure whether this was to do with the way the experiment was set up or differences in how Kenyan citizens think about electoral bribery compared to their counterparts elsewhere. In brief, 29% of Candidates decided to offer a bribe, and 55% of Voters supported the Candidate (Table 7). In contrast to Ghana and Uganda, a majority of Voters who were offered a bribe decided to vote for the Candidate. This difference could either be because “vote buying” is more prevalent in Kenya (see Chapter Seven), or because Voters in Ghana and Uganda were aware that they would disadvantage Candidate B by rewarding Candidate A, and this influenced their decisions. 

However, despite these variations there were two respects in which the outcome of the games was similar. First, a significant minority of Candidates sent “something small” to the Voter, indicating that they believed the transfer of a bribe would be sufficient to persuade the Voter to forgo the greatest possible pay off in order to reward the Candidate. Second, many Voters who were not bribed decided to reward the Candidate for following the official rules of the game, even though this left them financially worse off. Indeed, as shown in Table 7, around half of all votes for the Candidate came from Voters that did not receive a bribe. 

In other words, the Kenyan results also provide evidence of the affective power of both the civic and patrimonial registers of virtue.

Table 7. Outcome of the laboratory game in Kenya
	
	 Non- treatment
	Treatment

	Candidates who decided to bribe
	33%
	24%

	Voters who voted for Candidate
	64%
	45%

	Proportion of Candidate support from “non-bribed”
	51%
	55%

	Observations
	66
	76



Although a lower proportion of Voters (19% fewer) supported the Candidate when there was an “election official” in the room, initial regression analysis suggested that this relationship would not be statistically significant once appropriate controls were introduced. 
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